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Abstract. This paper will informally detail the hierarchy of classes in au-

tomata theory. The concept and model of each automaton will be introduced,
including a basic diagram and mathematical representation. In order to es-

tablish the hierarchy, examples and theorems will be given, showing how some

problems can be solved by one automaton but not by another.
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1. Introduction

The field of automata theory focuses on the study of automata and abstract
machines, which are essentially models of computation such that when enacted,
certain computational problems can be solved. Automata are very simple in their
workings, often taking in basic inputs and moving in defined ways, almost like a
chess piece on a chessboard. As automata get more advanced in their models, they
obtain the ability to solve a larger set of computational problems. In essence, the
classes of automata and abstract machines follow a hierarchy, where machines of
higher classes can solve the problems that machines of lower classes can, and more.
It will be seen that automata are closely linked to formal languages and grammars,
which have an organizational structure called the Chomsky Hierarchy. The rest of
this paper will go through the hierarchy of automata, their associated grammars,
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and walk through examples of of problems that these machines can and cannot
solve.

2. Finite Automaton

The first type of model/machine encountered in automata theory are the finite
automata, or finite state machines. Finite automata are well represented by the
5-tuple (Q,Σ, δ, q0, F ).

Definition 2.1. Finite automata are defined by the 5-tuple (Q,Σ, δ, q0, F ), where:.

• Q is the finite set of states
• Σ is the alphabet (a finite set of symbols)
• δ is the transition function, which defines which state the FA moves to when

given an input
• q0 ∈ Q is the initial or start state
• F ⊆ Q is the set of accepting or final states

In terms of finite automata, there are two subclasses of automata, the determin-
istic finite automaton (DFA) and the non-deterministic finite automaton (NFA).

2.1. Deterministic Finite Automata. The deterministic finite automaton, re-
ferred to as a DFA, is the simplest version of the finite automata. The machine
accepts one simple input, such as a number, at which point the transition function
defines a determined (hence deterministic) shift to a certain state. The transition
function can be represented in several ways, but it is formally defined as a function:

Definition 2.2. For a deterministic finite automaton, the transition function δ(q, a)
takes in a state q ∈ Q and input a ∈ Σ and returns one state q∗ ∈ Q that the DFA
would enter.

Typically, the user will feed the machine a list of these inputs, called a string.
The machine will process these inputs individually in the order given, moving from
state to state until it processes all of the string’s contents. At the end of a string,
if the machine ends up in one of its defined accepting or end states, the string
is accepted, or deemed valid by the machine. Consider the following transition
diagram of a DFA, another representation to the 5-tuple:

q0start

q1

q2

q3

0

1

1

0

0

1

The 5-tuple would be defined as follows:
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• Q = q0, q1, q2, q3
• Σ = 0, 1
• q0 = q0
• F = q3
• δ shown as a transition table:

Present State Next State when 0 Inputted Next State when 1 Inputted
q0 q1 q2
q1 q1 q3
q2 q3 q1

This particular DFA has an alphabet with two possible inputs: 0 or 1. Depending
on which state (qn) the DFA is in, these inputs have a defined behavior, clearly
shown by the diagram and table. In this particular DFA, q3 is the accepting state,
signaling the end of the DFA’s computation process. Through some simple test
cases, one realizes that the DFA only reaches the end state once both the 0 and 1
inputs have been used. In essence, if the DFA receives 0 as the first input, it will
not reach the accepting state until a 1 has been inputted, and vice versa. This can
be signified by the notation 0n1 or 1n0. This DFA can thus detect whether a given
string of inputs contains two different inputs or not.

2.2. Non-deterministic Finite Automaton. A non-deterministic finite automa-
ton, shortened to NFA, is similar to the DFA, except that the transition function
has a slightly altered definition:

Definition 2.3. For a non-deterministic finite automaton, the transition function
δ(q, a) takes in a state q ∈ Q and input a ∈ Σ and returns one or more states
{q∗} ⊆ Q that the DFA would enter.

Based on this definition, it is easy to see that all deterministic finite automata are
non-deterministic finite automata, but not the other way around. In other words,
the set of all DFAs is a subset of all the NFAs. To gain a greater familiarity with
nondeterminism, observe the following transition diagram of an NFA:

q0start q1 q2

0

0, 1 0, 1

1 0

At first glance, the transition diagrams of a NFA and DFA don’t look glaringly
different. In fact, the only difference between the two is that for a DFA, a given
input can only appear on one path from a given state. The NFA can have one input
appear on multiple paths from one state. For example, in the NFA above, when in
the state q0, the input 0 can lead to either q0 or q1. A DFA cannot have multiple
paths like these, hence why it is deterministic. Despite this difference, there is no
further scope of computational power attained by the NFA over the DFA. In fact,
the premise of the NFA is that it can be compiled into a DFA [1]. That is, there is
an algorithm to convert a NFA to a DFA [6].

2.3. Epsilon Transitions. There is a further abstraction of the finite automata
with the introduction of ε-transitions. ε-transitions do not change the scope of
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computational power, but provide a shorthand of sorts to draw an NFA without
the potentially tenacious task of drawing every input transition possible [1]. The
ε-transition allows the NFA to move to a state with no input, signified by ε, the
empty string. This is certainly a peculiar idea at first. Here is an example for aid:

q0start

q1

q2

0
1

ε

1

1

As like any NFA, when starting at q0, the start state, two inputs could occur, 0
or 1. Informally, the ε-transition allows the NFA to be in multiple states simulta-
neously. Any state connected to the current state q via an ε-transition is said to
be within ECLOSE(q). If 0 is the input, the NFA can stay in state q0, but it can
also be in state q2 due to the ε-transition. If 1 is the input, the NFA can only be in
state q1, since if we follow that the NFA had been in state q2 at the time as well,
there is no transition defined for 1, so this path just dies. As such, a few mental
test cases show that the NFA can accept zero or more 0s followed by either two or
more 1s or just nothing. In other words, the NFA will accept the empty string (ε),
0∗, or 0∗11∗1, shortened to 0∗ + 0∗11∗1. Else, the machine runs into an undefined
path, thus the string is not accepted.

An ε-NFA certainly is more complicated than a normal NFA, but as previously
mentioned, the introduction of the ε-transition does not actually grant further com-
putational power. In essence, this means that all possible input strings accepted
by an ε-NFA, called its language, is also accepted by some NFA, and as a result, a
DFA as well [1]. The premise behind converting an ε-NFA to a DFA involves first
removing the ε transitions to obtain a normal NFA, then converting that NFA to a
DFA. Removing the ε transitions involves considering all possible inputs that lead
to a certain state and then creating a new pathway with that input to all states
within ECLOSE(q). A formal algorithm exists for this process [7], but for a simple
example, observe the given ε-NFA:

q0start

q1

q2

q3

q4

q5

ε

ε

1

1

1

1

ε

Since q1 and q2 are connected to q0 by an ε-transition, ECLOSE(q0)={q1, q2}.
Now, when starting at q0, the ε-transition makes us imagine that we are currently
in all states of ECLOSE(q0) at the same time. Thus, when the input 1 is given,



THE RELATIONSHIP BETWEEN THE CHOMSKY HIERARCHY AND AUTOMATA 5

the machine arrives in q3, q2, and q4. In fact, the machine also arrives in q5 since
when arriving in q3, there is an ε-transition to q5, meaning we can reach that state
without any input. Knowing this, the equivalent DFA is obtained:

q0, q1, q2start q2, q3, q4, q5
1

Though a formal proof exists, intuition correctly asserts that the ability to con-
vert ε-NFAs to DFAs means that these finite automata all accept the same languages
[1]. In other words, given any accepted language by a NFA, one can construct a
DFA that also accepts this language. For now, another set of machines will be
looked at: the pushdown automata.

3. Pushdown Automata

The second, stronger type of machines is the pushdown automata, which are
basically finite automata equipped with a stack. Pushdown automata, shortened
to PDAs, are well represented by the 7-tuple (Q,Σ, q0,Γ, Z0, δ, F ).

Definition 3.1. Pushdown automata are defined by the 7-tuple (Q,Σ, q0,Γ, Z0, δ, F ),
where:

• Q is the finite set of states
• Σ is the alphabet (a finite set of symbols)
• q0 is the initial or start state
• Γ is the stack alphabet
• Z0 is the initial stack symbol
• δ is the transition function
• F is the set of accepting or final states

Visually, the PDA looks vaguely familiar to an ε-NFA. The infinite stack of the
PDA is what gifts the PDA a stronger computational power than the finite au-
tomaton by essentially allowing the PDA to have infinite memory about its inputs.
Meanwhile, a FA does not have the ability to recall its past moves, only knowing
about the current input at any time. The stack is a data structure commonly used
in computer science and abides by the LIFO (last-in, first-out) principle. Essen-
tially, the stack holds elements and gives them out the same way that a cardboard
box does. The user can only see the top of the stack at any given time, and can
either choose to remove the top element to expose what is underneath, called a
pop, or add a new element to the top of the stack, called a push. The infinite
stack is just a stack that has no limitations on how many elements it can hold, thus
ridding the need to check whether the stack is full or not at each step, called the
overflow condition. The initial stack symbol Z0 is initially pushed onto an empty
stack, ridding the need to check if the stack is empty before popping. This solved
the problem of the empty condition.

q0start q1 q2 q3
ε, ε→ $

0, ε→ 0

1, 0→ ε

1, 0→ ε

ε, $→ ε
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The image above is the transition diagram of a pushdown automaton. To remove
the empty condition, every PDA starts off with the null move to push the initial
stack symbol $ onto the stack, shown by the move from q0 to q1. Afterwards, the
moves follow a uniform syntax:

Definition 3.2. In a pushdown automaton, a given transition a, b → c is defined
where:

• a is the input string encountered
• b is the top stack symbol, and if so, pop it

Finally, if the above two conditions are met, push c onto the top of the stack.

Now, observe the PDA that was presented. The only relevant portions of the
PDA revolve around q1 and q2, since transitions from q0 to q1 and q2 to q3 are
necesary to deal with the empty condition. By first observing the loop above q1, we
notice that if the first input is 0, then 0 is pushed onto the stack, and this process
may reiterate for as long as we want. As soon as 1 is input, 0 is popped and nothing
is pushed onto the stack. If at any point after this moment, 0 is input again, there
is no defined path and thus the input string is invalid. Knowing this behavior, we
then deduce that the PDA can accept ε, 01, 0011, or any string of 0s and 1s such
that the number of 0s equals the number of 1s. This is formalized by the notation
of {0n1n|n ≥ 0}, which is the language accepted by the PDA.

4. Grammars

The introduction of this paper mentions the relatedness of the automata and
formal grammars. Informally, automata generate languages, which are the set of
expressions, or strings that an automaton accept. These languages, depending on
the type of automata generating them, adhere to a corresponding grammar. These
grammars define production rules, which give rules about symbol substitutions.
Formally, grammars follow the definition below:

Definition 4.1. Formal grammars are defined by the 4-tuple (N,Σ, P, S), where:

• N is a finite set of nonterminal symbols
• Σ is a finite set of terminal symbols
• P is a finite set of production rules
• S is a start symbol

Terminal symbols, denoted by a lowercase letter, signify an input that can-
not be broken down further, often being a symbol from an automaton’s alpha-
bet. Nonterminal symbols, denoted by a capital letter, essentially signify groups
of inputs/symbols, and can be broken down into terminals, nonterminals, or both.
Production rules are the constraints placed on these breakdowns, defining symbol
substitutions, or what a nonterminal can be broken down into.

4.1. Production Rules. The lowest tier of grammars is the regular grammars,
which have two production rules:

A→ a,A→ aB

Thus, all nonterminals must break down into one terminal at the least, and possibly
another nonterminal afterwards.
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The next tier of grammars is the context-free grammars, which abide by one,
looser production rule:

A→ α

In particular, α is any string of nonterminals and terminals, meaning with CFGs,
there can be break downs in the form of A→ BC which are not allowed in a regular
language, which is a language that follows the rules of a regular grammar.

4.2. Pumping Lemmas. From a simple glance, it may be difficult to tell whether
a language is regular or context-free. There is no one theorem that can algorithmi-
cally determine whether a language is regular or context-free, but there does exist
the pumping lemma, which can tell whether a language isn’t regular or context-free.

Definition 4.2. Let us assume L is a regular/context-free language. If so, L will
satisfy the pumping lemma for regular/context-free languages.

There is a separate pumping lemma for regular and context-free grammars. The
pumping lemma cannot be used to say whether a given language is regular/context-
free or not. Practically, the pumping lemma can only be used to disprove a language
as regular/context-free. That is, under the assumption that a given language is
regular/context-free, if it fails the pumping lemma, then it can be disproved as
regular/context-free. Now, here are the two pumping lemmas and corresponding
examples:

Theorem 4.3. Pumping Lemma for Regular Languages. Let L be a regular lan-
guage. Then there exists a pumping length c such that for every string w in L:

• |w| ≥ c
We can break w into three strings, w = xyz, where:

• |y| > 0
• |xy| ≤ c
• For all i ≥ 0, xyiz is also in L

Theorem 4.4. Pumping Lemma for Context-Free Grammars. Let L be a context-
free language. Then there exists a p ≥ 0 called the pumping length such that for
every string w ∈ L where |w| ≥ p, w can be written as w=uvxyz, where:

• vy 6= ε
• |vxy| ≤ p
• For all i ≥ 0, uvixyiz is also in L

In order to see the utility of the pumping lemmas, try a few examples. For
starters, consider the example in the pushdown automata section. An input string
cannot be validated to follow {0n1n|n ≥ 0} by any sort of finite automaton be-
cause FAs are unable to remember the precise number of 0s. Thus, they cannot
verify whether the same number of 1s has also been input. This is an example of a
context-free, but not regular, language. Let us try the pumping lemmas to verify
this:

Proof. Assume L = {0n1n|n ≥ 0} is regular.
If so, Theorem 4.3 shall hold.
Now, consider some pumping length c such that w = 0c1c

By Theorem 4.3, we can rewrite w in the form w = xyz.
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We see that |w| = 2c ≥ c.
Choose y = 0...0, all the 0s in the string. Then, let x be empty and z = 1...1, all
the 1s in the string. This will satisfy the conditions |y| > 0, |xy| ≤ c.
If so, xyyz will have double the number of 0s than 1s. This is a contradiction to the
last condition of Theorem 4.3. We can also choose y = 0...01...1 to cause another
contradiction.
The conclusion is that L is not regular. �

Since it is known that a pushdown automaton can be designed to accept this
language, we know that it is an example of a context-free language that is not
regular. It is important to note that the pumping lemma is only useful for disproving
a language as regular or context-free. That is, the satisfaction of the pumping
lemma cannot prove the given language as regular or context-free. However, if one
can construct a finite machine or pushdown automaton for a certain language, that
proves that it is regular or context-free, respectively.

5. Turing Machines

Turing machines are the strongest model of computation, describing a ma-
chine that can enact any given computer algorithm. There are several varia-
tions to the Turing machine, but the base TM can be represented by the 7-tuple
(Q,Γ,Σ, δ, q0, b, F ).

Definition 5.1. A Turing machine can be represented by the 7-tuple
(Q,Σ,Γ, δ, q0, B, F ), where:

• Q is the finite set of states
• Σ is the alphabet, a finite set of input symbols
• Γ is the tape alphabet
• δ is the transition function
• q0 is the start or initial state
• B is the blank symbol
• F is the set of final or accepting states

The Turing machine’s formal definition bears some resemblance to less complex
automaton, but also has new elements such as the tape introduced. The tape itself
is infinite in the base model, extending forever to both the left and the right. The
infinite tape is also partitioned into cells, which have either the blank symbol B or
a letter from the input alphabet Σ on them. The TM also has a tape head, which
can scan and write on this tape. The TM is also able to remember the state it is
in, originally starting in q0 but changing as it does moves. During a given move of
the TM, the tape head will enact three actions:

• Change state or stay the same
• Rewrite the symbol on the cell that the tape head is currently on or stay

the same
• Move left or right

As expected, the TM is the highest powered automaton, thus being able to accept all
regular and context-free languages, and more. In terms of the Chomsky Hierarchy
(see Appendix A), the TM is the automaton for Type 0 and Type 1 grammars, called
the recursively enumerable and context-sensitive grammars, respectively. Turing
Machines have slightly more complicated visual representations, shown here:
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q0start q1 q2

q3 q4

0/X →

Y/Y →

Y/Y →, 0/0→

1/Y ←
Y/Y ←, 0/0←

X/X →

B/B →

Y/Y →

The TM above accepts strings of the form {0n1n|n ≥ 1}, which a pushdown
automaton has also been shown to do. In the format of A/BD, A signifies the
symbol read by the tape head, with B signifying the symbol to replace it with,
and D being an arrow pointing in the direction the head should shift on the tape.
Testing with a few simple cases like 01 or 0011 gives a good idea on how the
mechanics work. It may be handy to draw out the tape itself to keep track of which
symbols are on which cells.

5.1. The Limits of Turing Machines. Turing Machines are the strongest of the
automata, being able to enact any computer algorithm possible. However, there
are certain limitations to the computational prowess of the Turing Machine. As
a result, the concept of decidability is necessary to describe problems that can or
cannot be solved by a Turing machine.

5.1.1. Decidability. In the theory of computation, all computational problems can
be categorized into three major groups: decidable, semidecidable, or undecidable. A
decidable problem has a corresponding Turing Machine which after given an input,
decidedly states whether the input is accepted or not. A semidecidable problems
has a corresponding Turing Machine which will halt, or reach a stopping point
for acceptable inputs, but will loop forever for unacceptable inputs. Undecidable
problems may actually have machines able to answer whether some inputs are
acceptable or not, but not for all possible inputs. At their best, Turing machines
can be constructed for recursively enumerable languages, which are semidecidable.

5.1.2. The Halting Problem. The premise of a semidecidable problem seems to be
quite finnicky. There is no definitive answer to an incorrect answer, instead impli-
cating a never-ending Turing Machine as an incorrect answer. However, suppose
one is trying to categorize a problem as one of the three above and runs into a
seemingly-infinite loop. Is the loop truly infinite, or just very long lasting, but
eventually ending? This question is one that underlies computability theory, called
the Halting Problem. The Halting Problem posits whether it is possible to deter-
mine whether given an input and Turing Machine, the process will run infinitely
or end. The Halting Problem is a computational problem itself, thus allowing the
possibility of constructing a Turing Machine to answer the problem. The issue is
that the problem is self-contradictory [1]. In sum, the Halting Problem itself is
undecidable, leaving this question unsolvable by a Turing Machine.
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Appendix A. The Chomsky Hierarchy

For reference, here is a summary of the relationship between the Chomsky Hi-
erarchy and the associated automata.

The Chomsky Hierarchy
Grammar Type Grammar Name Automaton
Type 0 Recursively Enumerable Turing Machine
Type 1 Context-Sensitive Turing Machine
Type 2 Context-Free Pushdown Automaton
Type 3 Regular Finite Automaton
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