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Abstract. The purpose of this paper is purely expository. Its goal is to

explain basic differential geometry to a general audience without assuming

any knowledge beyond multivariable calculus. As a result, much of this paper
is spent explaining intuition behind certain concepts rather than diving deep

into mathematical jargon. A reader coming in with a stronger mathematical

background is welcome to skip some of the more wordy segments. Naturally,
to make the scope of the paper more manageable, we focus on the most basic

objects in differential geometry, curves.
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1. Introduction

A key element of this paper is the distinction between local and global properties
of curves. Roughly speaking, local properties refer to small parts of the curve, and
global properties refer to the curve as a whole.

Examples of local properties include regularity, curvature, and torsion, all of
which can be defined at an individual point. The global properties we reference
include theorems like the Jordan Curve Theorem, Fenchel’s Theorem, and the Fary-
Milnor Theorem. They do not explicitly mention local properties in their state-
ments, but rely heavily on them in their proofs. In this paper, we work towards
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proving these important results, and therefore must start by building a framework
which we can use to talk about curves.

The treatment of the subject of curves in this paper, in particular the ordering
of topics and choice of theorems, is based on [1], Thomas Banchoff’s Differential
Geometry of Curves and Surfaces.

2. Preliminaries

2.1. What is a Curve?
We must begin by coming up with a definition of a curve. Intuitively, a curve in

Rn should be some sort of winding line segment in n-space. Thus, it makes sense
to say that a curve in Rn is specified by some vector-valued function, ~x : I → Rn,
on an interval I ⊂ R. Naturally, this can also be broken down component-wise into
~x(t) = (x1(t), x2(t), . . . , xn(t)).

This definition gives us a lot of what we want. By this definition, we can construct
curves such as

~x(t) = ~x0 + t~d

which is a line going through the point ~x0 with direction vector ~d, as well as

~x(t) = (R cos t, R sin t)

which is a circle in R2 with radius R and centered at the origin.
However, one naturally tends to imagine a curve as a contiguous, winding line

segment, which actually imposes more restrictions than we have already stated.
If we allow ~x(t) to be any function whatsoever, our curve might end up being a
collection of disjoint lines or scattered points. To make sure a curve looks “nice”,
we have to ensure it satisfies certain other properties as well.

Continuity turns out to be one key component in restricting our definition; it
ensures that the image of our curve will be contiguous. We therefore give our initial
definition of a curve as follows.

Definition 2.1. A parametrized curve is a continuous, vector-valued function ~x :
I → Rn on an interval I ⊂ R. We also say that ~x is the parametrization of the
curve. If ~x(t) = (x1(t), x2(t), . . . , xn(t)), the functions xi(t) are called the coordinate
functions of the parametrized curve. We refer to ~x(I), the image of the curve in
Rn, as the locus of the curve. If n = 2, we say that ~x is a plane curve. If n = 3, we
say that ~x is a space curve.

We will only talk about the 2 and 3 dimensional cases in this paper. The first
reason is they are much easier to work with and understand, as we can draw pictures
of them. The second reason is that, as we will see in this paper, curves in R2 and
R3 display very different behavior, and we will find it useful to spend time working
in both environments.

Of course, continuity of a function is still not a very strong condition. For ex-
ample, continuity does not rule out our curve oscillating wildly at all points, or
having sudden changes in direction. In this paper, we will want to talk about rate
of change along the parametrized curve, and therefore need to rule out these types
of behavior. Thus, we must discuss several other concepts, including differentiabil-
ity, reparametrizations, and regularity of curves.
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Figure 1. Both curves are continuous, but not equally well-behaved.

2.2. Basic Local Properties.

Definition 2.2. Let ~x : I → Rn be a vector-valued function on an interval I ⊂ R
containing a, given by ~x(t) = (x1(t), x2(t), . . . , xn(t)). If the limit

lim
h→0

~x(a+ h)− ~x(a)

h

exists, then we say ~x is differentiable at a. If so, we denote the value of this limit
as ~x ′(a) = (x′1(a), x′2(a), . . . , x′n(a)).

This limit exists if and only if

lim
h→0

xi(a+ h)− xi(a)

h

exists for all i ∈ {1, 2, . . . , n}. This is equivalent to having all xi(t) be differentiable
at a and each limit equal to x′i(a).

Higher order derivatives of ~x are defined analogously, and we denote them in
the usual way: ~x′′, ~x′′′, ~x(4), ~x(5), and so on. In general, if a function is k times
differentiable on the interval I and its k-th derivative is continuous, we say it is of
class Ck(I) (of class Ck on I).

Definition 2.3. Let ~x : I → Rn be a vector-valued function on an interval I ⊂ R.
Let ~x be of class C2 on I.

1) The function ~x′ : I → Rn is called the velocity vector of ~x.
2) The function ~x′′ : I → Rn is called the acceleration vector of ~x.

Because both functions are continuous, ~x ′(t) and ~x ′′(t) are also parametrized
curves in Rn. However, it is often more useful to consider them as vectors emanating
from the point ~x(a). In particular, if we imagine a parametrized curve as the path
traced out by a moving particle, the vector ~x ′(a) represents the current direction
of motion of the particle along the curve.

Naturally, taking the norm of the velocity vector should give us the speed instead.

Definition 2.4. Let ~x : I → Rn be a vector-valued function of class C1 on an
interval I ⊂ R containing a. The function s′ : I → R given by

s′(t) = ||~x ′(t)||
is called the speed function of ~x. Letting I = [a, b] and using the Fundamental
Theorem of Calculus, we also derive the function s : [a, b]→ R given by

s(t) =

∫ t

a

||~x ′(u)|| du

which we call the arc length function of ~x.
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The speed function captures a meaningful local property of the curve: again
considering the analogy of the moving particle, it represents exactly how fast the
particle is moving at any time. And it is used to define another important quantity:

Definition 2.5. Let ~x : I → Rn be a parametrized curve, where I ⊂ R is an

interval containing a, The unit tangent vector ~T (a) at the point ~x(a) is defined as

~T (a) =
~x ′(a)

||~x ′(a)||
.

Note that ~T (a) is only defined if ||~x ′(a)|| 6= 0. And if it is nonzero, then we have
a very elegant equation for the velocity vector

~x ′(a) = s′(a)~T (a),

which basically breaks the velocity vector into its magnitude and direction.
Since we would like our parametrized curve to have a well-defined tangent line

everywhere, we would prefer if ||~x ′(a)|| never vanishes on the interval I. This would
also be convenient for simplifying the expression for ~x ′(a). Indeed, since s′(a) is
just some scalar, we should be able to normalize it to 1 everywhere: then we would

have the equation ~x ′(a) = ~T (a).
All of this is possible if we introduce the concept of reparametrizations.

Definition 2.6. Let ~x : I → Rn be a parametrized curve whose locus is the set
C ⊂ Rn. Let f : J → I be a continuous, surjective function from an interval J ⊂ R
to the interval I ⊂ R. The function ~y : J → Rn given by ~y = ~x ◦ f is another
parametrized curve, whose locus is still C. We call ~y a reparametrization of ~x.
(Note that if f is not surjective, the function ~y = ~x ◦ f may not trace out all of C.)

Reparametrizing the curve is an easy way to change the speed function. One can
think of reparametrizating as changing how a particle traces out the same curve. It
could move at a constant speed along the curve, or move faster along some portions
than others, or even double back and then keep going.

Our desired condition that ||~x ′(a)|| never vanishes corresponds physically to
the speed never being 0. This will rule out parametrizations that double back on
themselves or slow to a stop at certain points.

Definition 2.7. Let ~x : I → Rn be a parametrized curve. A point a ∈ I is called
a critical point of ~x if ||~x ′(a)|| = 0. Otherwise, a is called a regular point of ~x. We
call ~x regular if it is of class C1 on I, and ||~x ′(a)|| 6= 0 for all a ∈ I.

Our second desired condition that s′(a) = ||~x ′(a)|| = 1 is known as parametrizing
by arc length. By definition, a reparametrization of ~x such that ||~x ′(a)|| = 1
everywhere is called an arc length reparametrization of ~x. The name is very fitting,
as if the speed along the curve is always 1, then the length of the interval I must
correspond to the total arc length of the locus C.

Any curve can be reparametrized by arc length, as we can just compose the curve
~x with a function that maps s′(t) to 1 everywhere.

Thus, the speed function turns out to be both extremely important and not that
important. While it captures significant information about the curve, we know
there exists an arc length reparametrization of any curve, which normalizes the
speed function anyway.
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One should take note that the arc length/speed function for an arbitrary curve
can often be very complicated; thus, if we are given a specific curve to work with, it
may be incredibly hard to reparametrize by arc length. However, for the purpose of
proofs we can always assume that this reparametrization exists, which often makes
our lives much easier.

There are more important local properties that we want to discuss, such as the
concept of curvature. The definition of curvature is where the differences between
plane curves and space curves start to show; thus, at this point in the paper, we
take the time to study each case individually.

3. Plane Curves

3.1. Curvature.
The unit tangent vector ~T (t) is tied closely to the geometry of a curve. Under

reparametrization, the locus of a curve is fixed. Thus, the direction of the unit tan-
gent vector should stay fixed under any reparametrization (up to a change in sign,
as a particle could travel backwards along the same locus). In general, properties
that are invariant in reparametrization correlate to highly geometric properties of
a curve. This leads us to define the notion of curvature, which intuitively should
also be a geometric property.

Let ~x : I → R2 be a regular, plane curve of class C2. Then, given our previous

equation ~x ′(t) = s′(t)~T (t), we can take one more derivative:

~x ′′(t) = s′′(t)~T (t) + s′(t)~T ′(t).

This breaks the acceleration of a particle moving along the curve into two com-

ponents. The ~T (t) component, as we know, captures acceleration in the current

direction of motion. Then, ~T ′(t) should represent change in the direction of motion.

In fact, since ~T is a unit vector, we see that

~T · ~T = 1 =⇒ (~T · ~T )′ = 2~T · ~T ′ = ~T · ~T ′ = 0

which shows that ~T and ~T ′ are in fact perpendicular.

Then, it makes sense to define a unit vector in a direction parallel to ~T ′, as we

can always find this direction via a 90◦ rotation of ~T . This will form a pair of
orthogonal vectors spanning R2 at every point along the curve.

Definition 3.1. Let ~x : I → R2 be a regular, plane curve. Denote ~T (t) =

(~T1(t), ~T2(t)) as the unit tangent vector to ~x at a point t ∈ I. Then, the unit

normal vector ~U(t) at that point is given by

~U(t) = (−~T2(t), ~T1(t)).

Of course, we could have chosen to define the unit vector in the opposite direction
instead. Either orientation is fine; it only matters that we keep our choice consistent.

Making use of this concept, we can then define curvature.

Definition 3.2. Let ~x : I → R2 be a regular, plane curve of class C2. The curvature
function κg : I → R is the unique function satisfying

~T ′(t) = s′(t)κg(t)~U(t).
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Intuitively, we are just trying to measure the magnitude of ~T ′(t), so we compare

it with the unit vector in that direction, ~U(t). The curvature κg(t) can be positive
or negative, showing that the particle tracing out the curve is either curving in the

direction of ~U , or in the opposite direction.

Figure 2. κg is closely related to the magnitude of ~T ′.

The reason why s′(t) is in the equation is to keep κg invariant under reparametriz-
ation. Otherwise, if we reparametrized the curve to have twice the acceleration at
all points, κg would also have to double at all points, not because the locus of the
curve changed, but because the particle tracing out the curve is simply moving
faster. Including the s′(t) factor captures any changes of this sort, and ensures that
the curvature function remains a purely geometric property of the curve.

Curvature can tell us a lot about what a curve looks like locally. For example,
it is easy to differentiate κg(t), as long as we assume ~x is thrice differentiable. The
derivative κ′g(t) tells us the following information:

Definition 3.3. Let C be a regular, plane curve parametrized by ~x : I → R2, with
curvature function κg(t). A vertex of C is a point ~x(a) such that κ′g(a) = 0.

Geometrically, the vertices of a curve are exactly what one expects them to be:
the points at which the curve is curving most or least sharply.

Example 3.4. Let ~x(t) = (cos 3t cos t, cos 3t sin t). This is the graph in R2 of a rose
curve with 3 petals. The full locus of the curve is traced out on the interval [0, π].
While it requires extensive number crunching to calculate the curvature function
by hand, we know what κg should look like based on what the rose curve itself
looks like. We see that the 3-petal rose curve has 6 vertices.

Figure 3. The vertices of the rose curve correspond to vertices of κg.
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3.2. Basic Global Properties.
Everything we have defined so far, including curvature, is still considered a local

property of curves. Global properties of curves should refer to the whole curve at
once. There are several general definitions that apply to curves in Rn, which we
will discuss here before moving into the specifics of plane curves.

Definition 3.5. Let C be a parametrized curve. If there exists a parametrization
~x : [a, b]→ Rn of C such that ~x(a) = ~x(b), then we say C is closed. If C is a regular
curve, then C is closed if, in addition, all the derivatives of ~x at a and b are equal:
i.e., we have ~x(a) = ~x(b), ~x ′(a) = ~x ′(b), ~x ′′(a) = ~x ′′(b), . . . .

A closed curve is just a curve that starts and ends at the same place – it looks like
a closed loop. But such a curve could possibly have a cusp at the point ~x(a) = ~x(b).
Thus, we restrict regular, closed curves to those that close on themselves smoothly,
meaning we will have a well-defined unit tangent vector everywhere.

Definition 3.6. Let C be a parametrized curve. C is called simple if it has no self-
intersections. A closed curve is called simple if it has no self-intersections except at
its endpoints.

Being simple puts several more restrictions on our curve, making it unable to
cross itself at any point. A simple, closed curve is a relatively well-behaved object,
and we will be able to state some important theorems about these kinds of curves.

At this point, it is useful to introduce some topological intuition as well, as
topological concepts and global properties go hand in hand. We let S1 denote the
topological circle (or just the unit circle), or equivalently the interval [0, 1] with 0
and 1 identified.

Then, a curve C is closed if and only if there exists a continuous, surjective
function f : S1 → C. If C were not closed, then any function f that tries to map
the unit circle onto C would map some points close together on S1 to opposite ends
of C, and would not be continuous.

If there exists a continuous, bijective function f that accomplishes this, then C
is simple, as bijectivity necessarily implies that C cannot intersect itself.

3.3. Rotation Index and Winding Number.
Our first global theorems on plane curves come from looking at the unit tangent

vector ~T (t) for some regular, closed curve ~x : I → R2. If we consider ~T (t) as a

function ~T : I → R2, we realize that ~T is just another plane curve. The locus of ~T
called the tangential indicatrix of ~x.

Because ||~T (t)|| = 1 for all t ∈ I, the tangential indicatrix must lie entirely on

the unit circle in R2, or S1. However, the path of ~T on S1 may be very complicated.
Even if ~x is simple, this does not prevent the tangential indicatrix from doubling
back on itself or changing speed.

But, at the end of the day, because ~x is closed, the tangential indicatrix must

trace out all of S1. Additionally, if I = [a, b], we must have ~T (a) = ~T (b). This

leads us to think that ~T must capture some important geometric quality of closed
curves. So we make the following definition:

Definition 3.7. Let C be a regular, closed, plane curve with parametrization
~x : I → R2. We define the rotation index of the curve as the quantity

1

2π

∫
C

κg ds.
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Proposition 3.8. The rotation index is always an integer.

Proof. (Sketch) This may seem to have nothing to do with the tangential indicatrix.

However, recall that ~T ′(t) = κg(t)s
′(t)~U(t). Taking the norm of both sides, since

~U(t) is a unit vector, we have ||~T ′(t)|| = |κg(t)|s′(t).
Then, the rotation index is almost exactly the same as the arc length of the

tangential indicatrix, except that κg in the rotation index does not have an absolute
value around it. One should intuitively think about rotation index as the “signed

arc length” or “displacement” of ~T – essentially, if ~T doubles back on itself, that

distance will be canceled out under this integral. In the end, because ~T (a) = ~T (b),
the signed arc length must be a multiple of 2π. �

Rotation index is actually a generalization of a topological concept known as
degree of a function. We will be brief with the topological details and emphasize
the parts that are relevant to this paper.

Given a function f : S1 → S1, a map from the unit circle to itself, it is intuitively
clear that f can only be continuous if maps S1 onto itself an integer number of
times. If this were not the case, there would have to be points close together in the
domain of f that are far apart in the image of f . We can think of the degree of a
function f : S1 → S1 as the integer corresponding to how many times f maps S1
onto itself. f can, of course, travel along S1 either counterclockwise or clockwise,
and we distinguish the latter from the former by using negative integer values.

This is relevant because the tangential indicatrix of a regular closed curve is a

map ~T : S1 → S1. Thus, we can talk about its degree.

Proposition 3.9. Let C be a regular, closed, plane curve with parametrization

~x : S1 → R2 and tangential indicatrix ~T : S1 → S1. Then, the rotation index of C

is equal to the degree of ~T .

We will again not dive into the details of the proof; instead we will be content
to discuss the applications of degree. Our main purpose for introducing degree was
to apply it to the idea of counting how many times a curve turns around a point.

Definition 3.10. Let C be a regular, closed, space curve parametrized by ~x :
S1 → R2. Let ~p be some point in R2 not in C. The winding number of C around
~p, denoted as w(~p), is the degree of the function f : S1 → S1 given by

f(t) =
~x(t)− ~p
||~x(t)− ~p||

.

It is easy to understand what the winding number represents geometrically. If
we look at any curve and point, like in the above diagram, we know the winding
number is equal to the number of times the curve loops around the point ~p.

3.4. The Jordan Curve Theorem.
We have done this work so far in order to discuss one of the most fundamental,

yet most difficult to prove theorems of plane curves.

Theorem 3.11 (Regular Jordan Curve Theorem). Let C be a simple, regular,
closed, plane curve, with arc length parametrization ~x : [0, `] → R2. Then, the
open set R2 − C has exactly two connected components with common boundary
C = ~x([0, `]). Also, only one of these connected components is bounded, and we call
this component of R2 − C the interior of C.
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Figure 4. C1 has a winding number of 1 around ~p, while C2 has
a winding number of 2.

The intuition behind the Jordan Curve Theorem is very basic. A simple, closed,
plane curve C should divide R2 into two parts. We would commonly refer to them
as the interior of C and the exterior of C. The interior and the exterior are both
connected, and an easy way to distinguish them from each other is that one is
bounded, while the other is unbounded.

One might wonder why the proof of this theorem would be so difficult. For any
picture of a simple, closed, plane curve that we might draw, it sounds fairly easy
to determine that it splits the plane. However, we have to construct a proof that
encompasses all possible examples of plane curves, including situations like this:

Figure 5. This is a regular, simple, closed, plane curve.

If we pick a point somewhere in the plane and as whether it is in the interior or
exterior of this curve, the answer is not immediately obvious. Thus, our strategy
for the proof requires some nuance – it has to work for possibly complicated curves
like the one above. We will not go through the proof, but we give a sketch of the
basic steps one needs to follow.

Proof. (Sketch) 1. Choose some point ~p on the curve C. Show that on one side of
the curve, points near ~p have a winding number of 0 (corresponding to the exterior).
2. On the other side, show that the points near ~p have a winding number of ±1
(corresponding to the interior).
3. Show that any two points with the same winding number are connected by a
path. �
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The importance of the Jordan Curve Theorem is that it proves the existence of
the interior of closed, simple curves. This makes it very easy for us to talk about
other global properties by referring to the interior of the curve. For example:

Definition 3.12. Let C be a closed, plane curve with arc length parametrization
α : I → R2. We say α is positively orientated if at all points ~α(s), s ∈ I, the unit

normal vector ~U(s) points towards the interior of C.

It is intuitively clear that we can always choose the arc length parametrization
of a closed curve so that it is positively oriented. Therefore, it is perfectly general
to do our proofs for the positively oriented case only.

3.5. The Four-Vertex Theorem.
We can use the concept of the interior and exterior of closed curves to talk about

one of the more interesting theorems on plane curves, the Four-Vertex Theorem.
First, we use the interior to define convexity.

Definition 3.13. Let C be a regular, closed, simple, plane curve. We say C is
convex if the union of C and the interior of C is a convex subset of R2; that is, the
line segment joining any two points of the set is entirely contained in the set. If C
is not convex, we say C is concave.

Note that we define convexity only if C is regular, closed, and simple. This
implies that the union of C and its interior cannot have any holes in it. Thus, the
only way this set can be concave is if there exist two points ~p and ~q on C such that
the line segment pq lies in the exterior of C. So indeed, convexity or concavity of
the set does correspond to convexity or concavity of the curve.

The Four-Vertex Theorem states that all closed, regular, simple plane curves
have at least 4 vertices. If the reader draws enough of these curves, they will
probably be able to convince themselves that this is true. For example, an ellipse
will have exactly 4 vertices, while every point on a circle is a vertex.

In order to complete the proof we need several lemmas, which we will deal with
first. Integral to the proof of one of these lemmas is the concept of the height
function, which is such a useful construction that it warrants its own discussion.

Definition 3.14. Let C be a plane curve with parametrization ~x : [0, `]→ R2. Fix
a regular point a ∈ [0, `]. The height function with respect to a is given by

ha(t) =
(
~x(t)− ~x(a)

)
· ~U(a)

where ha : [0, `]→ R.

After our initial choice of a, we often drop the subscript and refer to this function
just as h(t). What h does intuitively is measure the perpendicular distance from the
tangent line at a, which we’ll denote La, to another point on the curve, ~x(t). The

positive direction is defined by ~U(a), so the height function can take both positive
and negative values.

The height function will always be well-defined on [0, `], and will be of class C1 if
C is C1. However, instead of plotting h with [0, `] as the x-axis, we can try to make
the tangent line La the x-axis. Then, the graph of the height function will reflect
exactly what the curve looks like in R2, rather than just giving us information
about the height.
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However, more than one point on C can correspond to the same point on La.
We need to make sure that h can be written as a function of points on La. Thus,
we cannot always do this construction on the entire curve, but we will always be
able to on a small neighborhood of a, by the inverse function theorem.

A detailed construction can be found in [1, Section 2.4]. We skip the intricacies
here and simply provide some diagrams with the intuition of how the axes of the
height function can be changed.

Figure 6. The height function measures distance from the tan-

gent line La, with ~U(a) as the positive direction.

Figure 7. We can easily graph h(t) on the interval [0, `].

Figure 8. Alternatively, we can graph h as a function of points
on La. We call this function f .

The end result is a function f : (−ε1, ε2)→ R, which treats the point ~x(a) as 0,
and has −ε1 and ε2 as bounds for how far along La it will remain a function. The
graph of f looks exactly like the curve itself in this neighborhood of ~x(a).
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We remark that h(a) = h′(a) = 0 by definition, and since f identifies 0 with
~x(a), f(0) = f ′(0) = 0 as well.

We now move on to the first lemma, which utilizes the height function construc-
tion in order to make use of properties of real-valued functions.

Definition 3.15. A bitangent line L to a regular curve C is a line that is tangent
to C at a minimum of two points p and q, and such that between p and q there are
points that do not have L as a tangent line.

Lemma 3.16. A regular, closed, simple, plane curve is concave if and only if it
has a bitangent line.

Proof. Assume that C is concave. Then, there exist points ~p and ~q on C such that
pq is contained in the exterior of C.

However, C is closed. It is easy to see that for any closed curve, there must be
some other point ~r on C such that pr is contained in the interior of C. If pq lies
in the exterior and pr lies in the interior, as we continuously move along the curve
from ~q to ~r, there must be some point ~s where the line ps makes the transition from
being in the exterior to the interior. Then qs will be our bitangent line.

The other direction is a bit more technical, and makes use of the height func-
tion. We will construct a line segment that lies in the exterior of C, which will
immediately imply that C is not convex. Figure 9 summarizes our construction.

Assume there exists a bitangent line L at points ~p and ~q on C. If L is not entirely
in the interior of C, then C is obviously concave. So we focus on the case where L
is contained in the interior of C.

Let ~α : [0, `] → R2 be a positively oriented parametrization of C by arc length.
Construct the height function at either point ~p or ~q, which we denote by h : [0, `]→
R. (They are the same function, as the two points lie on the same tangent line.)
Also construct f : (−ε1, ε2)→ R, which graphs h using L as the x-axis.

Since ~α is positively oriented, ~U always points towards the interior of C. This is
a key point in the proof – this allows us to say that any point above the graph of
f lies in the interior of C, and any point below the graph lies in the exterior of C.
Since we assumed L is contained in the interior of C, L must be above the graph
of f , so f(t) ≤ 0 for all t ∈ (−ε1, ε2).

Now, we know that ~p and ~q both lie on L and have a height of 0. Let a, b ∈
(−ε1, ε2) be the x-coordinates corresponding to ~p and ~q, respectively. Then f(a) =
f(b) = 0. (Note that it is possible that f is not well defined somewhere between
a and b; however, if this is the case, it is easy to construct a line segment between
two points on f that lies below f , and therefore in the exterior of C.)

Since f is continuous, by Rolle’s Theorem we know that there exists c ∈ [a, b]
such that f ′(c) = 0. By the Extreme Value Theorem, f must also attain its
maximum and minimum on the compact interval [a, b]. Its maximum is attained
at the endpoints a and b, since f ≤ 0 on this interval. So without loss of generality
we can let f(c) be the minimum value of f on [a, b].

Recall that f ′(a) = 0 because it is a point of tangency. We now have f ′(a) =
f ′(c) = 0, so again by Rolle’s Theorem, there exists d ∈ [a, c] such that f ′′(d) = 0.

Since f ′(a) = f ′(c) = 0, one possibility is that the curve is a flat line between
a and c; but that would violate the definition of a bitangent line. Therefore, there
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must be some interval within [a, c] where f ′′ < 0, meaning that it is concave. By
definition, if a function is concave, any line segment between two points on the
function lies below the graph of the function. Therefore C is concave. �

Figure 9. In this example graph, we see that the line from f(a)
to f(d) will lie below f , and therefore in the exterior of C.

Lemma 3.17. Let ~α : [0, `]→ R2 be a regular, closed, plane curve parametrized by
arc length, with ~α = (x(s), y(s)). Then,
1. x′′ = −κgy′ and y′′ = κgx

′.

2.
∫ `
0
x(s)κ′g(s) ds = −

∫ `
0
κg(s)x

′(s) ds, and the same holds for y.

3. For all A,B,C ∈ R,
∫ `
0

(Ax+By + C)
dκg

ds ds = 0.

The proof of this lemma boils down to integration by parts and cancelation due
to the curve being closed. We will skip the calculations and move on to the actual
proof of the Four-Vertex Theorem.

Note that the Four-Vertex Theorem is actually true for both concave and convex
curves; however, we only prove the convex case, as we can use the nice properties
of convexity to assist us in the proof.

Theorem 3.18 (Four-Vertex Theorem). Every simple, closed, regular, convex,
plane curve has at least 4 vertices.

Proof. Let ~α : [0, `] → R2 be a parametrization of C by arc length. Since [0, `] is
compact and κg is continuous, κg attains a maximum and minimum on [0, `]. But
we also know that C is closed, forcing κ′g to be 0 at least two times on [0, `], which
means that C must have at least 2 vertices.

Call these two vertices p and q. We will draw the line in R2 between p and q,
and denote it L. We also let β be the arc along C from p to q, and γ the arc along
C from q to p.

We claim that β and γ are contained in opposite halves of the plane as split by
L. The argument is by contradiction.

If not, then one possibility is that either β or γ lies in both of the half-planes.
This implies that C meets L at another point we’ll call r.

However, we know that C is convex, so the line segments pr and qr must both lie
in the interior of C. The only way this is possible is if all three points are tangent to
L (see Figure 11); however, by Lemma 3.16, a convex curve cannot have a bitangent
line, let alone a “tritangent” line. So this is impossible.
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Figure 10. We construct β and γ as shown.

Figure 11. If either β or γ is partly in both half-planes, then we
have one of these two scenarios, both of which violate convexity.

Another possibility is that β and γ are both contained in the same half-plane.
Since C is convex, this forces either β or γ to lie entirely along L. Along this line
segment, we have κg(s) = 0. Since κg is continuous, this forces κg(p) = κg(q) = 0.
But these two points are extrema of κg, so then κg(s) = 0 everywhere. C is then a
straight line, which is again a contradiction, as we assumed C was closed. Figure
12 is actually impossible under our given conditions.

Figure 12. If both curves are in the same half-plane, then C
would have to be a straight line.
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So, we have concluded that β and γ must be in opposite half-planes of L. Now,
we claim that p and q cannot be the only vertices of C. If this were true, it would
imply that κ′g(s) does not change sign on β, and does not change sign on γ.

We can write the equation of L in the form Dx + Ey + F = 0, for some real
constants D,E, F . Then, consider the following integral:∫ `

0

(Dx+ Ey + F )
dκg
ds

ds =

∫ `

0

(Dx+ Ey + F )κ′g(s) ds.

By Lemma 3.17, the integral should be equal to 0, since C is a closed curve.
However, we know that β and γ both lie entirely on opposite sides of L. Since L
has equation Dx+Ey+F = 0, on one of these curves Dx+Ey+F will be positive,
and on the other it will be negative.

So we conclude that Dx + Ey + F is positive on either β or γ and negative on
the other, while κ′g(s) is also positive on one and negative on the other. Therefore,
splitting this integral into two pieces∫

β

(Dx+ Ey + F )κ′g(s) ds+

∫
γ

(Dx+ Ey + F )κ′g(s) ds

we see that these two terms must be either both positive or both negative, and
therefore this integral cannot be 0. This is a contradiction.

So we know that p and q are not the only vertices of C, and there exists a third
vertex. But since C is closed, if there is a third vertex then there must also be a
fourth. Therefore, C has at least 4 vertices. �

4. Space Curves

When moving from plane curves to space curves, it is important to understand
exactly how they do and don’t differ. As a simple example, the parametrized curve
~x : [0, 2π] → R3 given by ~x(t) = (cos t, sin t, 1) is indeed a space curve – however,
it locus lies in a plane, namely the flat plane going through z = 1. A plane curve
given by ~x(t) = (cos t, sin t) traces out a locus identical to this one. It would make
sense to make a distinction here, which motivates our first definition.

Definition 4.1. Let C be a space curve. We call C a planar curve if the image of
C lies in a plane in R3.

In this given plane, we can treat C as a plane curve and use the terminology and
theorems we have already established.

Example 4.2. In the realm of non-planar space curves, one of the simplest exam-
ples is called the twisted cubic, given by ~x(t) = (t, t2, t3).

Indeed, this is the simplest non-planar curve we can construct using polynomials.
Given a space curve with quadratic component functions, we can rewrite it as:

~x(t) =
(
a1t

2 + b1t+ c1, a2t
2 + b2t+ c2, a3t

2 + b3t+ c3
)

= (a1, a2, a3)t2 + (b1, b2, b3)t+ (c1, c2, c3) = ~at2 +~bt+ ~c.

Then for all values of t, ~x(t) is a point lying in the plane passing through ~c and

spanned by ~a and ~b. Thus the image of the curve lies in a plane. So we need at
least cubic polynomials in order to make an interesting space curve.
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4.1. Curvature, Torsion, and the Frenet Frame.
We wish to define curvature for space curves, so that we can explore its properties

and significance in R3 as well. However, we previously allowed curvature to be
positive or negative – informally, positive meant curving to the left, and negative
meant curving to the right. In R2, there were only two directions in which one
could curve. In R3, there are now infinitely many directions in the form of linear
combinations of up, down, left, and right. Thus, we will no longer be able to make
a choice of positive and negative direction of curvature.

Let us begin with the preliminary definitions unique to R3. The unit tangent

vector is defined in the same way as before, ~T (t) = ~x′(t)
||~x′(t)|| . Recall that for plane

curves, we showed that ~T ′ was perpendicular to ~T because they are unit vectors,

and chose the unit normal vector ~U in a direction perpendicular to ~T . Then, it was

possible that ~T ′ could lie in the opposite direction of ~U .
For space curves, we choose a different strategy.

Definition 4.3. Let ~x : I → R3 be a space curve, and ~T (t) be its unit tangent

vector whenever it is well-defined. Let t ∈ I be such that ||~T ′(t)|| 6= 0. Then, the
principal normal vector to the curve at t is defined by

~P (t) =
~T ′(t)

||~T ′(t)||
.

~T ′ may not be a unit vector, so we define the unit vector ~P , which always points

in the same direction as ~T ′. Just as the tangent vector ~T always points in the

particle’s current direction of motion, the principal normal ~P always points in its
current direction of curvature.

Definition 4.4. Let ~x : I → R3 be a space curve. At any point t ∈ I where both
~T (t) and ~P (t) are both well-defined, the binormal vector to the curve is given by

~B(t) = ~T (t)× ~P (t).

Definition 4.5. Let ~x : I → R3 be a space curve of class C2. The Frenet frame to

a point ~x(t) on the curve is given by the triple of vectors (~T (t), ~P (t), ~B(t)) (which
is also a 3× 3 matrix).

The Frenet frame is by definition orthonormal, and gives us a set of axes at every
point on the curve. One can imagine that as a particle traces out the space curve,

these three vectors move along with it. ~T is always in line with the direction the

particle is moving, while ~P and ~B may be any two orthonormal vectors in the plane

perpendicular to ~T . Their exact direction depends on how the curve is curving in
R3.

We use this set of axes to define the curvature function and torsion function
along the entire curve, which will always exist as long as the curve is regular and
of class C2.

Definition 4.6. Let ~x : I → R3 be a space curve of class C2. The curvature
function of the curve, κ : I → R, is the unique nonnegative function such that

~T ′(t) = s′(t)κ(t)~P (t).

We again reiterate that by our definition, ~P always points in the direction of
~T ′, and this forces κ to always be nonnegative. One should think about κ(t) as
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representing how much the curve is curving within the plane spanned by ~T and ~P .

As the curvature function quantifies the change in ~T , the torsion function will

quantify the change in ~B. Thus, we should derive an equation for ~B′. Since
~B = ~T × ~P , we can differentiate this cross product to get

~B′ = (~T × ~P )′ = ~T ′ × ~P + ~T × ~P ′ = ~T × ~P ′.

Since ~T ′ is parallel to ~P , the first term is 0.

Now, ~P is a unit vector, so ~P must be perpendicular to ~P ′. Thus, ~P ′ lies

somewhere in the plane spanned by ~T and ~B, so we can write ~P ′(t) = f(t)~T (t) +

g(t) ~B(t), for some continuous functions f, g : I → R. Then, we see

~B′ = ~T × (f ~T + g ~B) = f ~T × ~T + g ~T × ~B = −g ~P

so we conclude that ~B′ is parallel to ~P . Therefore, we will also use the ~P axis in
defining the torsion function.

Definition 4.7. Let ~x : I → R3 be a space curve of class C2. The torsion function
of the curve, τ : I → R, is the unique function such that

~B ′(t) = −s′(t)τ(t)~P (t).

In R3, any vector ~v corresponds to a set of planes that lie perpendicular to

it. In particular, we imagine that ~B corresponds to the plane spanned by ~T and
~P . Thus, one should think of the torsion function as quantifying how rapidly the
tangent plane to the curve is changing. Unlike κ, we allow τ to have a sign: if a
particle tracing out the curve is curving out of the current plane, it can either go
above the plane or below it, so we can define one as positive and one as negative.

Finally, we can also find an expression for ~P ′ in terms of s, κ, and τ . The
necessary calculations will be skipped, as they are not very enlightening. It turns
out the expression is

~P ′(t) = −s′(t)κ(t)~T (t) + s′(t)τ(t) ~B(t).

Then, there is an elegant relationship between ~T , ~P , ~B, and their derivatives.
Remembering that the Frenet frame is a 3×3 matrix, we can express the preceding
three definitions as follows:(

~T ′ ~P ′ ~B′
)

=
(
~T ~P ~B

) 0 −s′κ 0
s′κ 0 −s′τ
0 s′τ 0

 .

The reader can check that matrix multiplication of the right side does indeed give
us the relationships previously established.

Just as we did with plane curves, after learning the intuitive meaning of the
curvature and torsion functions, we can think of theorems that should be true
about curvature and torsion of space curves in general. For example, the following
proposition should not be very surprising:

Proposition 4.8. Let ~x : I → R3 be a regular, space curve.

1) If ~x is of class C2 and κ(t) = 0 for all t ∈ I, then the locus of ~x in R3 is a line
segment.

2) If ~x is of class C3 and τ(t) = 0 for all t ∈ I, then the locus of ~x in R3 lies in a
plane (i.e. ~x is a planar curve).
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Requiring that ~x is C2 and C3 is sufficient to ensure that κ is continuous and τ is
continuous, respectively.

Proof. 1. Suppose ~x : I → R3 has curvature function κ(t) = 0 everywhere. Then,

we have ~T ′(t) = s′(t)κ(t)~P (t) = 0. This implies that ~T (t) is a constant vector.

Let ~T (t) = ~u. Then, by definition of ~T (t), we must have ~x ′(t) = s′(t)~u. Using the
fundamental theorem of calculus on each component function, we get

~x(t) = s(t)~u+ ~v

for some constant vector ~v. Then, ~x(t) traces out a line segment passing through
the point ~v and with direction vector ~u.

2. Suppose ~x has torsion function τ(t) = 0 everywhere. Then, we have ~B ′(t) =

−s′(t)τ(t)~P (t) = 0. This implies that ~B(t) is a constant vector. Let ~B(t) = ~w. By

definition of ~B(t), we have ~T (t)× ~P (t) = ~w, so ~x(t) must lie entirely in some plane
with normal vector ~w. Thus ~x is a planar curve. �

4.2. Total Curvature and Global Theorems.
To begin our discussion of global properties of space curves, we naturally look

to the curves traced out by the Frenet frame.

Definition 4.9. Let ~x : I → R3 be a space curve of class C2. The tangent, principal,

and binormal indicatrices of ~x are the loci of ~T (t), ~P (t), and ~B(t), respectively.

~T (t), ~P (t), and ~B(t) are always unit vectors in R3. Therefore, they are parametri-
zed curves that lie entirely on the unit sphere in R3, which is denoted as S2. Just
as the path of the tangential indicatrix for plane curves could be possibly very
complicated, there is even more room for complication for space curves. The loci
of the three indicatrices can a priori take any path on S2, possibly looping back on
themselves and traveling all over the sphere.

Because of the extra freedom that curves have in R3, we are unable to say as
much in our theorems. For example, we would like to generalize the concepts of
rotation index and degree to R3, but we no longer have signed curvature. We do
still find it useful to integrate the κ along the whole curve:

Definition 4.10. Let C be a regular, closed, space curve parametrized by ~x :
[a, b]→ R3. The total curvature of C is∫

C

κ ds =

∫ b

a

κ(t)s′(t) dt.

This quantity will unfortunately not carry as much information as it did for plane

curves. However, it still does relate to the tangential indicatrix. Since ||~T ′(t)|| =

κ(t)s′(t), the total curvature of C is equal to the length of ~T (t).
We are unable to say that it takes integer values, so the best we can do is give

a lower bound. It ought to be true that, for a curve to come back to its original
point, its total curvature has to be at least 2π.

Theorem 4.11 (Fenchel’s Theorem). Let C be a regular, closed, space curve. The
total curvature of C is always greater than our equal to 2π.

The proof of Fenchel’s Theorem relies on the following lemma.
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Lemma 4.12 (Horn’s Lemma). Let Γ be a regular, closed, space curve on the unit
sphere S2. If Γ has length less than 2π, then there exists a great circle on S2 that
does not intersect Γ.

A great circle on S2 is simply the largest circle that can be drawn on S2. This
corresponds to any circle on S2 with radius 1.

To prove this lemma, we do need to address how to measure distance on the unit
sphere. Given points ~p and ~q on S2, we can always measure the distance between
them in the usual Euclidean way, ||~p − ~q||. To measure how far apart they are on
S2, we ought to take the shortest arc on S2 that connects ~p and ~q and measure its
length. Geometrically, one can see that this should always correspond to the arc
lying directly above the line segment pq. It turns out that the length of this arc is

||~p− ~q||S2 = arccos(~p · ~q).
The reader should look to Figure 13 for more intuition comparing Euclidean dis-
tance and spherical distance. We now proceed to the proof of Horn’s Lemma.

Figure 13. This is a cross section of the unit sphere S2. The
spherical distance ||~p− ~q||S2 is equal to the measure of the angle θ,
which turns out to be arccos(~p · ~q).

Proof. Given a closed curve Γ with length L, we can choose points ~p and ~q on S2
that split Γ into two parts of equal length L/2. Label these two curves of equal
length as Γ1 and Γ2.

Then, we know that the spherical distance between ~p and ~q satisfies

||~p− ~q||S2 ≤ length(Γ1) = L/2 < π

since the spherical distance is shorter than any curve connecting the two points.
Thus, we know that ~p and ~q do not lie on exact opposite ends of the sphere. Take
the minor arc on S2 that connects ~p and ~q, and denote its midpoint as ~m.

We claim that if we treat ~m as the north pole of S2, the equator E with respect
to ~m is a great circle that does not intersect Γ1. The same argument will apply for
Γ2, so we will only go through it once.
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Suppose that Γ1 does intersect the equator E. Construct the curve Γ′1 by re-
flecting Γ1 with respect to the north pole ~m. This can also be thought of as taking
the image of Γ1 after it is rotated 180◦ about ~m. Since ~m is the midpoint of ~p and
~q, Γ1 and Γ′1 will both have ~p and ~q as endpoints, and they together form a closed
curve. Call this closed curve γ.

Figure 14. If Γ1 intersects E, so does Γ′1. The arc between ~a and
~b is already of length π, so this would make γ far too long.

By definition, since Γ1 and Γ′1 both have length L/2, γ has length L. Assume
that Γ1 intersects the equator E at some point ~a. Since Γ′1 is a reflection of Γ1, it

must also intersect E at a point ~b. The symmetry of these two points and the fact
that they lie on the equator E also makes them antipodal; that is, they are the

endpoints of a diameter of S2, and ||~a−~b||S2 = π.

Then, the length of γ as we travel from ~a to ~b is at least π, and the length of

γ from ~b to ~a is also at least π. In total, this tells us that length(γ) = L ≥ 2π.
However, we were given L < 2π, so this is a contradiction.

Thus, Γ1 cannot intersect this great circle E, and neither can Γ2. �

Now, we are ready to prove Fenchel’s Theorem.

Proof. Let C be a regular, closed space curve with parametrization ~x : [a, b]→ R3.
Fix any point on the unit sphere, ~p ∈ S2.

Define the function f(t) = ~p · ~x(t). The domain of this function is the compact
set [a, b], and it is continuous because ~x(t) is regular. Thus, f(t) must attain its
maximum and minimum value on [a, b]. Furthermore, C is closed, so ~x(a) = ~x(b),
which implies that f(a) = f(b). So the maximum and minimum value both occur
at points where f ′(t) = 0.

Consider the points where f ′(t) = ~p · ~x ′(t) = 0. If we rotate S2 so that ~p corre-
sponds to the north pole, this relationship implies that ~x ′(t) lies in the same plane

as the equator. However, remember that ~T (t) is the unit vector in the direction of
~x ′(t). Then, at this value of t, the tangential indicatrix lies exactly on the equator
of S2 with respect to ~p. Since there are at least two values of t in [a, b] where

f ′(t) = 0, we know that ~T (t) must intersect this equator at least twice.
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Every great circle on S2 is an equator with respect to some point ~p ∈ S2. Since
this argument works for all ~p, we can conclude that the tangential indicatrix must
intersect each and every great circle on S2. By Lemma 4.12, we now know that
~T (t) has length greater than or equal to 2π. And the length of ~T (t) is equal to the
total curvature of C, so we are done. �

The next global theorem we prove refers to another global property called mea-
sure. Consider any great circle on S2. If we treat it as an equator, there are two
points on S2 that correspond to its north pole and south pole, respectively.

To make this correspondence bijective, we can just make a distinction between
the two possible orientations of the great circle. For example, take the same great
circle, and let the clockwise orientation correspond to the south pole, and counter-
clockwise correspond to the north pole. Then, every oriented great circle will map
to exactly one point on S2.

Definition 4.13. Let J be a set of oriented great circles on S2. Denote the function
that maps oriented great circles to their poles as p : J → S2. The measure of J , or
m(J), is the area of the set p(J) on S2.

For instance, m(J) will clearly be 0 if we select a finite number of great circles,
because we would be measuring the area of a finite number of points. But if we
take uncountably many great circles, we can start to have a positive value for m(J).
Crofton’s Theorem tells us about the size of this value.

Theorem 4.14 (Crofton’s Theorem). Let C be a curve of class C1 on S2 with
length L. Let J be the set of great circles that intersect C, and for any great circle
G ∈ J , let n(G) be the number of times G intersects C. Then,∫

p(J)

n(G) dA = 4L,

and we denote this quantity as m̂(J), the weighted measure of J .

One would expect to calculate the usual measure m(J) just by integrating∫
p(J)

dA, but m̂(J) is a slightly different quantity. We call it a weighted mea-

sure because it accounts for multiplicity: if a great circle intersects C more than
once, we count its area more than once. Thus, it is important to note that m(J)
cannot exceed 4π, as S2 has total area equal to 4π, while m̂(J) can definitely be
larger than 4π if C is very long.

Crofton’s Theorem is easily applied to any curve whose image lies on S2, namely
the tangential, principal, and binormal indicatrices. We will make important use
of it later, in the proof of the Fary-Milnor Theorem.

Proof. Let ~x : [0, L] → S2 be a parametrization of C by arc length, and let J be
the set of great circles that intersects C.

At t = 0, we construct a pair of vectors ~y(0), ~z(0) such that {~x(0), ~y(0), ~z(0)} form
an orthonormal basis. Given these initial vectors, there is a unique continuation of
~y and ~z such that {~x(t), ~y(t), ~z(t)} are C1 and remain orthonormal for all t ∈ [0, L].
And since an orthonormal basis must always have determinant equal to ±1, we will
fix det

(
~x ~y ~z

)
= 1.

The derivative of a unit vector is perpendicular to itself. Therefore, we should
be able to write ~x′ in terms of ~y and ~z, and so on. So, we can derive the following
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relationship between ~x, ~y, ~z, and their derivatives:

(
~x′ ~y′ ~z′

)
=
(
~x ~y ~z

)0 a b
c 0 d
e f 0

 .

Here, a, b, c, d, e, and f are continuous functions from [0, L]→ R. However, we can
actually simplify this expression. Since ~x, ~y, and ~z are orthonormal, we know that~x~y

~z

 · (~x ~y ~z
)

= I.

Applying some linear algebra manipulations to this equation, we find that the
matrix on the right should actually be skew-symmetric: that is, its transpose should
be the negative of itself. So we can rewrite the above relationship as

(
~x′ ~y′ ~z′

)
=
(
~x ~y ~z

) 0 a b
−a 0 c
−b −c 0

 .

The reason why we establish this is to help us find a parametrization of p(J). If we
can parametrize this region, we can integrate over the parametrization and therefore
find its area.

Consider a point on C, given by ~x(t). If we treat ~x(t) as the north pole of S2, all
the oriented great circles that intersect C at ~x(t) have poles lying on the equator
with respect to ~x(t). Any point on the equator can be written in terms of ~y(t) and
~z(t) only, as it lies in a plane perpendicular to ~x(t).

Then, the region traced out by all great circles intersecting C at ~x(t) is given by

(cos θ)~y(t) + (sin θ)~z(t), θ ∈ [0, 2π].

If we also allow t to vary on [0, L], we obtain a parametrization of the entire
region p(J), namely

~H(t, θ) = (cos θ)~y(t) + (sin θ)~z(t), (t, θ) ∈ [0, L]× [0, 2π].

Note that our parametrization already accounts for the multiplicity in the defi-

nition of m̂(J). At each point ~x(t), ~H(t, θ) sweeps out all of the intersection great
circles, regardless if they have been counted before or not. So if we simply find the

“weighted area element” dA∗ corresponding to our parametrization ~H, we should
be able to integrate that and derive m̂(J).

We can use the usual method of deriving the area element, which is by taking
the cross product of the partials in both directions, as follows:

dA∗ =

∣∣∣∣∣∣∣∣∂ ~H∂t × ∂ ~H

∂θ

∣∣∣∣∣∣∣∣ dt dθ.
In order to calculate dA∗, we need to use our established equations for ~y ′(t) and

~z ′(t), and then work out the arithmetic. The end result is:

dA∗ =
∣∣a(t) cos θ + b(t) sin θ

∣∣ dt dθ.
Remember that ~x ′(t) = −a(t)~y(t) − b(t)~z(t), and that ~x ′(t), ~y(t), and ~z(t) are

all unit vectors. This implies that a(t)2 + b(t)2 = 1. Therefore, (a(t), b(t)) always
lies on the unit circle, and we can write

(a(t), b(t)) =
(

cos(α(t)), sin(α(t))
)
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for some angle function α : [0, L] → R. Substituting this into dA∗, we can use
trigonometric identities to simplify the expression even further:

dA∗ =
∣∣ cos(α(t)) cos θ + sin(α(t)) sin θ

∣∣ dt dθ =
∣∣ cos

(
α(t)− θ

)∣∣ dt dθ.
Let Gt,θ be the oriented great circle with north pole ~H(t, θ). Then, the weighted
measure m̂(J) is equal to

m̂(J) =

∫
p(J)

n(Gt,θ) dA =

∫
p(J)

dA∗ =

∫ L

0

∫ 2π

0

∣∣ cos
(
α(t)− θ

)∣∣ dt dθ.
If we fix some value t0 ∈ [0, L] and evaluate the θ integral, we get∫ 2π

0

∣∣ cos
(
α(t0)− θ

)∣∣ dθ = 4.

Therefore, we conclude that the entire integral evaluates to

m̂(J) =

∫ L

0

4 dt = 4L.

�

4.3. Knots and the Fary-Milnor Theorem.
Another example of the complicated behavior of space curves is their ability to

form knots. It was physically impossible for a plane curve to be a knot. But in R3,
curves without any self-intersections can still tangle with themselves.

To define a knots in a mathematical way, we consider any closed, simple, space
curve. Loosely speaking, a curve should be a knot if there is no way to deform the
curve into a circle except by breaking the curve. Any deformation of this manner
should intuitively be continuous.

Definition 4.15. Let C be a closed, simple, space curve. We say that C is un-
knotted if there exists a continuous function F : S1 × [0, 1]→ R3 such that

(1) F (S1 × {0}) = C,
(2) F (S1 × {1}) = S1,
(3) For all t ∈ [0, 1], the curve Ct = F (S1 × {t}) is homeomorphic to a circle.

If no such F exists, we say that C is knotted.

The reader should think of F as a gradual morphing of C into the unit circle,
with t ∈ [0, 1] referring to how the curve looks at any time during the deformation.
F is often referred to as a homotopy between C and S1.

If a curve is homeomorphic to a circle, then there exists a bicontinuous map
from the locus of the curve to S1. This condition is included in the definition
because we can easily construct a continuous function that changes any curve into
S1, if the curve is allowed to cross itself. We definitely shouldn’t be able to pull
a curve through itself, so if there is any point in the homotopy where Ct has a
self-intersection, we rule it out.

Now that we have established the relevent terminology, we can state the final
theorem of this paper.

Theorem 4.16 (Fary-Milnor Theorem). Let C be a knot. The total curvature of
C must be greater than or equal to 4π.
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The intuition behind the Fary-Milnor Theorem is very simple: if a closed curve
knots with itself, it must have looped around at least twice, and therefore accumu-
lated at least 4π in curvature.

Proof. Let C be a closed, regular, space curve with arc length parametrization

~x : [0, L] → R3. Let ~T : [0, L] → S2 be its tangential indicatrix, and call Γ the

image of ~T on S2. We will assume that the total curvature of C is less than 4π,
and then show that there exists a homotopy between C and the unit circle.

Recall that in the proof of Theorem 4.14, we used the notation n(Gt,θ) to denote
the number of times the great circle Gt,θ intersected the curve Γ. As (t, θ) varied
in [0, L]× [0, 2π], we iterated through all the great circles that intersected Γ. Thus,
n(Gt,θ) must always be positive on this domain.

We also know that since Γ is closed, n(Gt,θ) must be even. In a sense, if Γ crosses
over Gt,θ, it must cross back over it in order to get back to its starting point. The
only exception is if Γ is tangent to Gt,θ; however, the measure of the great circles
where this is the case is 0, as tangencies always occur at isolated points.

Thus, we can safely say that if the length of Γ is less than 4π, then we know that∫∫
n(Gt,θ) dA < 16π

and all the great circles that contribute area satisfy that n is even.

However, we cannot have n(Gt,θ) ≥ 4 for all (t, θ). This would imply that∫
4dA < 16π, which says that the area of S2 is less than 4π. In order for the above

inequality to be valid, we must have some circles with n(Gt,θ) = 2. Pick out one of
these circles, and call it Gt0,θ0 .

We can construct the height function with respect to the north pole of this great

circle. Let h(t) = ~x(t) · ~H(t0, θ0), using the same definition of ~H from the proof of
Theorem 4.14. For plane curves, this function measured the height of points with
respect to the tangent line at some point. For space curves, it will measure height
with respect to the plane of the great circle Gt0,θ0 .

Additionally, note that h′(t) = ~x ′(t) · ~H(t0, θ0). This is equal to 0 if and only if

T (t) is perpendicular to ~H(t0, θ0); that is, if ~T (t) intersects the great circle Gt0,θ0 .
Then, n(Gt0,θ0) actually equals the number of critical points of h(t). Since we have
specifically chosen a great circle with n(Gt0,θ0) = 2, h(t) will have exactly 2 critical
points on [0, L]. Since ~x(t) is closed, these two points must be a maximum and a
minimum. Call the maximum t1 and the minimum t2.

The points ~x(t1) and ~x(t2) partition the curve C into two components on which
h(t) is either monotonically increasing or decreasing. Then, taking different planes

perpendicular to ~H(t0, θ0), each plane should only intersect C twice. This lets us
choose a line segment in that plane that joins these two points of C.

If we take a step back and picture what we are doing, we are essentially filling
in C with line segments connecting points on either side of C. Figure 15 illustrates
this process. We can show that after constructing all these line segments, there is a
homotopy between their union and a disk. Since a disk’s boundary is a circle, this
homotopy will also map the boundary of these line segments, C, to a circle.
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Figure 15. If we consider ~H(t0, θ0) to be the positive direction,
each horizontal plane only intersects C twice.

The construction of the exact formula for the homotopy is very intricate, and
we will not explain it in detail. It will suffice to simply state the result and analyze
it. The homotopy we wish to construct takes the following form:

F (u, t) = v(u) ~A(t0, θ0) +

[
(1− t)a(v(u)) cos(α(v(u)))

+ sinu((1− t)r(u) + tR) cos((1− t)θ(v(u)))

]
~y

+

[
(1− t)a(v(u)) sin(α(v(u))) + sinu((1− t)r(u)

+ tR) sin((1− t)θ(v(u)))

]
~z

where F : [0, 2π]×[0, 1]→ R3. ~y and ~z are basis vectors that span the plane perpen-

dicular to ~A(t0, θ0), while v, a, r, α, and θ are all various functions. In particular,
v(u) = v0 +R cosu, where R and v0 are both constants. But what is important is
what F looks like at t = 0 and t = 1. At t = 0, we have:

F (u, 0) = v(u) ~A(t0, θ0) +

[
a(v(u) cos(α(v(u)) + r(u) sinu cos(θ(v(u)))

]
~y

+

[
a(v(u)) sin(α(v(u))) + r(u) sinu sin(θ(v(u)))

]
~z.

At any value u0 ∈ [0, 2π], the point F (u0, 0) corresponds to a single point on C.

The term v(u0) ~A(t0, θ0) fixes some height between the minimum and maximum.
The remaining terms essentially choose one of the two points in this plane that lie
on C. On [0, π], F (u, 0) hits all the points on the monotonically increasing portion
of C, and on [π, 2π], it hits all the points on the monotonically decreasing portion.
In summary, as long as the functions v, a, r, α, and θ are defined in an appropriate
manner, F (u, 0) will parametrize all of C.
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Now we take a look at F (u, 1), which is much simpler:

F (u, 1) = v(u) ~A(t0, θ0) + (R sinu)~y + 0~z.

Since v(u) = v0+R cosu, this is the parametrizaton of a circle in the plane spanned

by ~H(t0, θ0) and ~y. Indeed, we see that the end result of F is that C is smoothly
transformed into a circle.

The last thing we need to show is that F (u, t) is homeomorphic to a circle for all
t. But as we mentioned before, it suffices to prove F (u, t) is injective in u, which
necessarily implies that it can be deformed into a circle.

If two values u1 and u2 map to the same point on Ct, we must have v(u1) =
v(u2), as they must both be at the same height. It is possible that u1 6= u2, as
cos(φ) = cos(2π−φ). But we know that one of these values maps to a point on the
monotonically increasing segment of C, and the other maps to the monotonically
decreasing segment. So while they have the same height, they cannot be the same
point, and therefore F must be injective.

If all of these conditions are satisfied, then F (u, t) is indeed an homotopy from
C to a circle. Therefore, if we assume that C has total curvature less than 4π, we
conclude that C must be an unknot. �
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